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BfiEthsR: 2026 4 7 A 22-23 H, AMD "Advancing Al 2026" (AAI2026) ASTEIREL
Moscone Center BFF, =812 X, X2 AMD MEEIEM Al K%, EAIXAR NVIDIA GTC Al
Infrastructure #R3¥R.  s&&: tech-insider.org

Lisa Su F@E#HIZie A
- MBEEREIEHEIZRS (rack-scale) 31T
Ei&it
- DU"FRARE" ERERRZC: Ultra Ethernet / UALink over Ethernet. OCP ORW
HZ2. ROCm 7 FFRE 1%
- "FRAI %R, i OpenAl (10 BEZ 6 GW #1%) . Anthropic (37% 2
GW. AMD #3& < 501Z%7t) . Microsoft Azure. Meta. Oracle fEAEBEF,
- RE587F TCO / tokens-per-dollar fi%5, HLL MI455X %t Rubin NVL72 48 XL
O (AMD RIEBME, TXimE) o
EFETHE (HZE 2026-07-24 2FOR)
-+ AMD MI455X E/=#1%2 2026 Q3 KFIEMEFHE, AMIEEZE H2 2026,

Helios @ AMD B MNimElim Al A1Z2&



- OpenAl MI450 55— E& 1 GW. 2026 H2 2BE, 2 HeliosBAEZFz— (B%EHA
MI355X) o

- Anthropic 2 GW MI450 %51 2027 H1 #2M 1 GW FFI&EBE,; F—FMELH Helios.

« Microsoft Azure ND MI455X v7 VM H2 2026 t4.

» EPYC Venice EHIENEERK (BHt SPT F& 2026 T+F) o

[E# 1] AAI2026 ERUEHINIA: Lisa Su BEKRZEI Helios MZUERE, AMHFIEBT
MI455X OAM &3R5 EPYC Venice :&F die shot. RE_EABIFRIEA "Open Al must win", FA=
1253512 "Helios / M1455X / EPYC Venice", EEEHIN 4 F TI2MFHF MI4s5X BIHEE LS., B
Rl RIA X EBEF: 72X MI455X / 18 X Venice / 31TB HBM4 / 2.9 EFLOPS MXFP4,

SR (ABEEE) : https://iramd.com/news-events/press-releases/detail/1294/aai-2026-amd-delivers-
full-stack-compute-for-the-agentic-ai-era

—. AMD Instinct MI455X (MI1400 %&5%!)

2.1 B S5HEE
- Z2¥3: CDNA5 (AMD BN 2 nm TI=HY GPU 2849) o
- #13E: BFRE 2nm (N2) XCD it&EEHi + N3P FCD /10D, 320 {ZFi&{&E, 3D
BAHEE (hybrid bonding)
- IREFS: OAM iRIR, BZ& PCle Gen 6 5 UALink over Ethernet HE%,

22 ABEFRS

- HBM4 432 GB (12-Hi&E) , K& =kt MI355X 288 GB HBM3E % 50%.
- IBE®%: 23.3TB/s (AMD EATREOR; FHIAMD $HREMPI ZKEE 19.6 TB/s
SPHTE#AOR, SREUEAD 23.3TB/s E) -

2.31IEHH (per GPU)

¥ MI455X B &

E & (£ &

1)
MXFP4 (% 40 PFLOPS MI355X 1CFREY
i/ £4920 =
Transformer PFLOPS

Engine & FP4

)



MXFP8 20 PFLOPS = 5

NVIDIA

Rubin

GiLE]
FP64 (HPC 288 TFLOPS MI300X  mEA%}
vai-d (FEtF #9163 FitE
MI430X) FP64) TFLOPS

2.4 MI455X vs MI355X {XBrigH (AMD B:IOR)

AMD 7£ AAI2026 158 : #B5E MI355X, MI455X Bk FP4 E 4 B, 2K HBM B = +50%, 2
RREHTL +2.9X; H1Z24K tokens/$ I=2F ~34X (AMD REZBMik, JEBEE AMD HZ MI355X
5 NVIDIA Rubin NVL72) .

[EhR 2] MI455X FHEEZIENERE: ZFF OAM BAINE/S, A1 1 FdR 10D (1/0 Die,
N3P) . FE 4 FXCD HHESHL (2nm) « 1% 12 i HBM4 S (2 "RIHR"IF5%
IOD) , [EK&BA interposer 5 PCle 6.0 / UALink ¥32/=, ElF4RE: 320 B transistors, 12-
Hi HBM4 432 GB. 23.3 TB/s,
KR (FARB®EME) : https://www.amd.com/en/products/accelerators/instinct/
mi400.html

RPREFHRE . FP4+2X [ HBM +50% / #3 +2.9X ; PrOFLL AMD BEA =BS5S DCD.
TechPowerUp RE

2.5 IR FEEN (AMD RIERM)
AMD B2 (5 Rubin NVL72 LbER)

- HZR4k tokens/$: +30% B (AMD REEMIK, XFEE NVIDIA Rubin NVL72)
- HH: -k FP4 HIE 34 X 1I2FF (3% AMD Billl baseline it+&, 31H MI300X) o

| B EF N R EIIR E AMD RERNR / B baseline, FRAHTENMIRAELE (KA. batch size.
RIDKE. AR , BLESE =7 Semianalysis / TrendForce SEIFFE T4, NVIDIA Mg
H Rubin 7£ FP4 #I2_ERIFMM. MEKRES|IBNIRE 2026 FERMRERILE,

=. 6th Gen EPYC "Venice" (9006 %&5%l))

3.1 %A
- %Y. Zen 6, BRAKIIERF TSMC 2 nm GAA,



- DR BRiE 256 4% / 512 2 (8 CCD 321%, 5 Zen 6 24i#) o

- % sIOD WS hIibiFS (disaggregated slOD) , @I =Rk fabric Hi%;
SPT }&EE,

- A7%: 16 @38 DDR5, 32 M FiBiE, IREH® 1.6 TB/s.

- 1/0: PCle Gen 6. UCle. }% 64 GT/s AIC&ZE; L3 &= 1024 MB,

- BRI BIZESAAIE 5.0 GHz (96 HIETA FARENK) o

- BIAE: 249203 B (FEAR SKU) o

3.2 vs NVIDIA Vera (88C Arm)

[El5& 3] EPYC Venice 5Efll die shot: Z$i 2 nm CCD FE&eH53Y sIOD $E45, 4% DDRS5 @&
PHY F&5l, BIDL 12 £4\m DDR5 FEL (Bl 6 & X WsIOD) , EFHZATF Turin,

[Ei® 4] NVIDIA Vera die shot: 88 #% Olympus 8254 (monolithic) i+5 die, #4#&2 LPDDR5X
=285 PCle 6.4 PHY, 164 MB 45— L3 #&5 die 5,

‘% EPYC NVIDIA %
E Venice Vera BH
9996

% 256C / 88C/176T  Venice

0/ 512T (SMTX = E Ry
£57 EIEZ57:3) %
iz
A DDR5 LPDDR5X,  Venice
7  1le6ch, ~1.2TB/s I
~1.6 TB/ i3
s
B AMDE NVIDIA B E3|
% #F +20% #R SPEC
3 vs Vera 925 vs 898
RE (8N (int)
SPEC)
i X86-64 Armv9.2 8=
< (Zen (Olympus &
&= 6) =15)



I/0  PCle PCle 6.4, Vera

6.0. WEE 176 BRER
UCle lane
2 AMD FR = 558
& 2.2X vs Il
it Vera (#1
k=)

¥l 7= EBREN | BRTE [ BATHE L Venice 51f; 7 BIZIER [ agent IFHITEF /
RL 4mHE F"1THI2E" 713 _E Vera &8 Arm BENXZE S 2ZMEAERRE, MEIRITEIRAE
RE——Venice 2"3&F3 x86 4] + PCle 6 }if 4 & GPU", Vera "5 Rubin Zf84&H NVLink
=HITFmE",

9. AMD Helios ZRERZR S

41 E58N
- MR BT Meta 2025 123544 OCP 9 Open Rack Wide (ORW) #rf, 44
OU TR, &L NB/EAEHEL.
- BBE: 18 MEREE (B 1 FEPYC Venice + 4 Fi MI455X) + 6 13t
- BNEEES:
o 2.9 EFLOPS MXFP4 (#/1%° FP4 #32)
o 1.4 EFLOPS MXFP8 (#1228 FP8)
o 31 TBHBM4 (432GB X 72)
o ~1.67 PB/s BERNETR
o 260 TB/s scale-up BBt (UALOE)
- IhiE: 225-245kW /#1538 GR25EH))
- {hfft: EH1Z $5.0-5.5M (ITHAIMARE, AMD RKRAFEM) o

[Eli# 5] Helios HZT/ERE (A3 ORW FRENIZR) : AM 18 MTBEIEREFTHY, SiEt&an
1%iVenice (FARTEIAER) 54 FiMI455X (OAM IRIREEHEAN) , MEELARRLER; G
M 6 NIHFEEZ2EE] Broadcom Tomahawk 6 ASIC (3£ 12 §1102.4 Tbps ASIC) ; Hifg45 XHtE

(PSU) 5 Pensando Salina DPU, #1238 L ARFSINFEL 230 kW, EIFREIERXEEF: 72X
MI455X [ 18 X Venice /31TB HBM4 / 2.9 EFLOPS FP4 / 260 TB/s UALoOE,

KR (B5ARBEmE) : https://www.amd.com/en/products/rackscale-solutions/helios.html



4.2 4% | BB%

- Scale-up: UALoE (Ultra Accelerator Link over Ethernet, E3F UALink 1.0 +
Ultra Ethernet f£%i/E) , W% 260 TB/s, FXM L BT,

- Scale-out: & GPU B¢ 3 ¥R Pensando Vulcano 800G Al NIC (&1t 2.4 Tbps/
GPU, PCle6.0) , z¥FUAL/UEC,

- DPU: Pensando Salina, #iB7ZEf# / W4 | ©£ offload, ff GPU/CPU £/
token.

- LR Broadcom Tomahawk 6, 12 Hi X 102.4 Tbps ASIC, 6 M (S
#2%) . HPE B9 Helios LM EZEE A Tomahawk 6,

- REFE—BUE>: Infinity Fabric =34 MEFHEEF CPU©GPU<DPU, B 721
MI455X 2R —Hbt == al,

AMD B3R: #BEbIRRLAZE, B Vulcano 800G Al NIC ik scale-out pEASFEIRZY 1/3, scale-out HEE
Lt =4y 50%, HIEHR LLM JIZREMELY +13% (AMD RERINR)

[ER 6] Helios itEHRISE: BIERE 1 HiEPYC Venice (SR AIRENRE) + 4 Fi MI455X OAM
(a1 4 HReEE PCB) , & GPU A% 3R Vulcano 800G AINIC, PCle 6.0 fE4L:E0HT; A FAIFE
"1 CPU +4 GPU +3X NICs" $f#h,

SR (%ABEE®E) : https://www.techpowerup.com/351007/amd-advancing-ai-2026-pensando-salina-
dpu-and-vulcano-ai-nic-power-helios-networking

4.3 %
- ROCm 7: #t% ROCm.ai EHEEAHESS, 5 "Gorgon Halo" #IRAESR; 5
Triton. VLLM. SGLang. ONNX 3%,
- FFRRkRME: UALOE. Ultra Ethernet. OCP ORW. PyTorch upstream 415,

- £BME: Hugging Face. Llama.cpp. Anthropic SDK. OpenAl Triton.
Microsoft ONNX Runtime BEp#i£E7E ROCm 7 L&,
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E%, B5i  Venice+
MI450 Pensando)

#51)



Anthropic

Microsoft
Azure

Meta

Oracle
Cloud

2GW 2027
(kY H1
Eg1 BEh

GW)

RE 2026

GW#  H2
(ND fnts?

MI455X

V7

VM)

ORW 2026

HZEFR  H2+
EHE

+BA

B2% 2026
OCl &B H2+
Z

Helios +
ROCm +
Pensando

Helios N#R
Azure #3E
==Y

Helios &%
RITRS
Meta AEBER
=

Helios +
ROCm

F. 5 NVIDIA Vera Rubin NVL72 B{t33EL

TEZR$0 AMD Helios / MI455X / Venice 5 NVIDIA Vera Rubin NVL72 / Rubin GPU / Vera CPU
MXBESEHFHY, FrE " WREE " ERAM A 51715, NVIDIA Vera Rubin NVL72 BEF
CES 2026 A F. Q12026 &=, OEM H %% H2 2026,
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FP4 &
L]

GIES
FP8 &
8h

DES
HBM &
HEZEA
FHE

Scale-
up HEX

18 X EPYC
Venice (256C
Zen 6)

432 GB HBM4

23.3TB/s

40 PFLOPS
MXFP4

20 PFLOPS
MXFP8

2.9 EFLOPS
MXFP4

1.4 EFLOPS
MXFP8

31 TBHBM4

~1.67 PB/s

UALOE 260 TB/
s (Ultra
Ethernet +
UALink)

36 X Vera (88C
Arm)

288 GB HBM4

£922 TB/s
(HBM4)

~50 PFLOPS
NVFP4 (&

Transformer
Engine #&Ht)

£9 35 PFLOPS

(dense FP4/FP8

FMNOR)

~3.6 EFLOPS
NVFP4

#91.26 EFLOPS
dense FP8/3.6
EFLOPS FP4

20.7 TB HBM4

£91.6 PB/s

NVLink 6 260 TB/s

(4922 TB/s/
GPU)
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Scale-
out &
BX

DPU /
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+*

T
ASIC

GPU

CPU

LR e

Mt 0

HZRME

fh

Pensando
Vulcano 800G
X3/GPU (2.4
Tbps/GPU)

Pensando
Salina (200G)
+Vulcano 800G
AINIC

Broadcom
Tomahawk 6
X12 (102.4
Tbps/ASIC)

225-245 kW

(€%

% %H Oberon/
Kyber FAH152

XCD2nm+10D
N3P

320B

256C Zen 6
x86, DDR5
16¢ch, 1.6 TB/s

ROCm 7 +
ROCm.ai +
Gorgon Halo

(FF180)

2026 Q3 REit

H/H2 KEH
$5.0-5.5M / #
22 (7kf)

ConnectX-9/
BlueField-4 (PCle
Gen6, HFER)

BlueField-4 DPU +
ConnectX-9

NVLink 6 Switch
(£H)

£9~270 kW (&

A
=4

AMD FEFFIIHNER

Rubin GPU TSMC
N3 (336B
transistors)

336B

88C Olympus Arm

(Armv9.2) ,
LPDDR5X, 1.2 TB/
s

CUDA + TensorRT
+NIM (EBAED)

Q12026 &7= / H2
2026 OEM K2 H ¥
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tokens/ AMD #f +30% NV #R FP4 18 4% WHES|

$ vs Rubin % (NVIDIA B) SPI
NVL72 (AMD
RERI)

FFHE ORW / UALOE / %4 NVLink / AMD F
Ultra Ethernet/  NVLink Switch / T FR"
ROCm 7 CUDA /NIM

BilSE ' NVIDIA 7 FP4 32 F[EIBS4AH "dense 35 PFLOPS" 5 "& Transformer Engine #Ef ~50
PFLOPS" EMR, AMD {45 MXFP4 —EISENR; “ERNEREMER, R sparsity /
sparsity-free 5 dense FP4 / NVFP4 & B &,

7~ FIESRUM A FIER

6.1 AMD MWES1k

- FFRATESEE: ORW / UALOE / Ultra Ethernet / ROCm 7 &% FFiX, #18# NVIDIA
TEYE,

- HBM B E: +50% &k HBM (432vs288GB) , LT /A KV cache/MoE #
IR AT EERESE rerun BN,

- x86 MM : 256C Venice + PCle 6.0 iL@A =M E. B, 4 HPC (AT 4%
— %o

- TCOFE: EMZL 230 kW (kb NV 1E ~15%) , tokens/$ +30% BYORWN#EIIE,
IR SaaS | BmBEMWSI /.

6.2 NVIDIA Y222

- CUDA Fit¥: £33k Al TH2)M. #ABE (HF/Meta/OpenAl) . ZRiFt% (TensorRT/

NeMo /NIM) JIFELZPRE,
- NVLink 6 #%: & GPU 22 TB/s, B#HE 5 Rubin GPU FEXE&,
- Rubin EF%H%E: Q12026 BE7=, Lt AMD BE—1ZFE, 2026 H2 OEM AR H

Dlo

- &I YBFE: CoreWeave. Lambda. Oracle Cloud. Azure (&%) . AWS (ZB4)
2529 Rubin NVL72,



6.3 Rt/ : {BiE Helios / faIBTi%E Rubin

i% Helios BYi7 2

+ >200B S¥#E. K LT3/ MoE K KV cache £

- B4E x86 THEDS (VMWare / KVM / i@F3 Linux)

« FSEEBFF CUDA HiE. A ROCm / Triton / vLLM FFi%
+ TCO 8/&. FE Ultra Ethernet Z 21V EIATHIA],

- B7E Azure / OCI I, BJE Helios VM HuERIEN

i% Rubin NVL72 p9ip s

« K& MoE / dense #E8Y)IIZk (>1T £%k)

- B%A CUDA/ TensorRT / NeMo ;R E k%

+ FE NVLink &% + Transformer Engine # BT
- B% Azure / AWS / GCP #J NVIDIA Sl

- MEFREY / RERES "BURT "RE TCO"

6.4 LEBE IR

AAI2026 & AMD M"GPU " EM " Al HIZRHMNE "BV D 7KIE . Helios RE@BE—F &, e
SEigiH + £8BE + GW RiITHE WAEEZE, HEIEMHERAFATE HBM £ 144 GB S FP4
% 10 PFLOPS, M&EF:

1. ROCm 7 + UALOE RERTE 12 M A RIE vLLM / SGLang / Triton / Llama.cpp 9" FF 48
BPAR"{&L0IBF CUDA 9 AL L ;

2. Anthropic / OpenAl / Meta / Azure @ HZ E3E Helios # 2| GW REF=Hd (MIE
PoC) ;

3. NVIDIA Rubin 7£ 2026 H2 19 SEBRH 558 5 Vera CPU B RERET TIEN IR RIHIE
s,

4. Intel 2027 £E Granite Rapids / Diamond Rapids 5 NVIDIA Feynman (2 nm) &
KTE 2027 KERHF.
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=¥/s%i=z]

—F /BB

* AMD IR — AAI 2026 Full-Stack Press Release
« AMD — Microsoft to Deploy Next-Gen AMD Instinct
« AMD Newsroom — AMD and Anthropic 2 GW Strategic Partnership


https://ir.amd.com/news-events/press-releases/detail/1294/aai-2026-amd-delivers-full-stack-compute-for-the-agentic-ai-era
https://www.amd.com/en/newsroom/press-releases/2026-7-20-microsoft-to-deploy-next-gen-amd-instinct-and-amd-.html
https://newsroom.amd.com/news/amd-anthropic-strategic-partnership/

+ AMD IR — Anthropic 2 GW Detail

+ AMD Product Page — Instinct MI400 Series

+ AMD Product Page — Helios Rackscale

+ AMD Blog — Helios on Meta OCP ORW

+ NVIDIA — Vera Rubin NVL72 Product Page

* NVIDIA — Vera CPU Product Page

* NVIDIA Developer Blog — Inside Vera CPU

* Microsoft Blog — Azure Al Expansion with AMD

* HPE — Helios + Broadcom Tomahawk 6

—F | BFTIESSHRIH

+ ServeTheHome — AAI 2026 Keynote Live Coverage
+ Forbes — AMD's Rack-Scale Challenge to NVIDIA's Dominance
+ Wccftech — Helios Unveiled

+ Wccftech — MI455X Detail

+ Wccftech — EPYC Venice vs Vera

+ Tom's Hardware — EPYC Venice Details

+ Tom's Hardware — Anthropic 2 GW Deal

+ The Register — Helios + Tomahawk 6

+ TechPowerUp — MI400 / Helios / ROCm.ai / Gorgon Halo
+ TechPowerUp — Pensando Salina / Vulcano

+ TechPowerUp — Anthropic Partnership

+ TechPowerUp — Zen 6 Venice Packaging

+ VideoCardz — MI455X HBM4 / Bandwidth

+ VideoCardz — Vera Rubin NVL72 Detail

+ VideoCardz — Vera CPU Olympus Cores

+ DCD — MI400 Series Launch

+ DCD — Helios Official Launch

+ The Next Platform — Helios / M1400 H2 2026

+ Computerworld — AMD Helios / Venice / Robotics
+ Hashrate Index — Vera Rubin NVL72 Full Specs

+ VRLA Tech — Vera Rubin Architecture

+ Spheron — Vera Rubin NVL72 Guide

+ Fierce Network — AMD Open Ethernet Bet

* IT Pro — Helios Launch


https://ir.amd.com/news-events/press-releases/detail/1292/amd-and-anthropic-announce-strategic-partnership-to-deploy-up-to-2-gigawatts-of-amd-instinct-mi450-series-gpus
https://www.amd.com/en/products/accelerators/instinct/mi400.html
https://www.amd.com/en/products/rackscale-solutions/helios.html
https://www.amd.com/en/blogs/2025/amd-helios-ai-rack-built-on-metas-2025-ocp-design.html
https://www.nvidia.com/en-us/data-center/vera-rubin-nvl72/
https://www.nvidia.com/en-us/data-center/vera-cpu/
https://developer.nvidia.com/blog/inside-nvidia-vera-cpu-olympus-cores-built-for-maximum-single-threaded-performance-in-agentic-ai/
https://blogs.microsoft.com/blog/2026/07/20/microsoft-expands-azure-ai-and-hpc-infrastructure-with-amd/
https://www.hpe.com/us/en/newsroom/press-release/2025/12/hpe-accelerates-ai-deployments-with-first-amd-helios-ai-rack-scale-architecture-with-open-scale-up-networking-built-with-broadcom.html
https://www.servethehome.com/amd-advancing-ai-2026-keynote-live-coverage/
https://www.forbes.com/sites/stevemcdowell/2026/07/23/amds-rack-scale-challenge-to-nvidias-ai-dominance/
https://wccftech.com/amd-helios-ai-rack-mi455x-6th-gen-epyc-challenging-nvidia/
https://wccftech.com/amd-instinct-mi455x-gpu-320b-behemoth-tackle-nvidia-rubin-with-432gb-hbm4-40-pflops-ai/
https://wccftech.com/amd-epyc-venice-cpus-256-zen-6-cores-203b-transistors-over-5-ghz-stomp-nvidia-vera/
https://www.tomshardware.com/pc-components/cpus/amds-256-core-epyc-9996-venice-claims-up-to-a-3-4x-jump-over-intel-xeon-competition-20-percent-over-nvidia-vera-zen-6-comes-with-up-to-1024mb-of-l3-16-channel-memory-and-5ghz-clock-speeds
https://www.tomshardware.com/tech-industry/amd-to-supply-anthropic-with-2-gigawatts-of-instinct-mi450-gpus
https://www.theregister.com/systems/2026/07/23/amd-attacks-the-rack-with-helios-systems-that-rival-nvidias/5277246
https://www.techpowerup.com/351006/amd-instinct-mi400-series-and-helios-rack-debut-cdna-5-goes-2-nm-plus-rocm-ai-and-gorgon-halo
https://www.techpowerup.com/351007/amd-advancing-ai-2026-pensando-salina-dpu-and-vulcano-ai-nic-power-helios-networking
https://www.techpowerup.com/350969/amd-and-anthropic-announce-strategic-partnership-to-deploy-2-gw-of-instinct-mi450-chips
https://www.techpowerup.com/344788/amd-zen-6-epyc-venice-introduces-a-radical-package-redesign
https://videocardz.com/newz/amd-instinct-mi455x-gpu-features-432gb-hbm4-and-23-3-tb-s-memory-bandwidth
https://videocardz.com/newz/nvidia-vera-rubin-nvl72-detailed-72-gpus-36-cpus-260-tb-s-scale-up-bandwidth
https://videocardz.com/newz/nvidia-details-vera-cpu-with-88-olympus-cores-176-threads-and-1-2-tb-s-lpddr5x-memory
https://www.datacenterdynamics.com/en/news/amd-launches-instinct-mi400-series-gpus-for-ai-workloads/
https://www.datacenterdynamics.com/en/news/amd-officially-launches-helios-rackscale-system-with-mi455x-gpus-venice-epyc-cpus-and-pensando/
https://www.nextplatform.com/compute/2026/02/23/amd-says-helios-racks-and-mi400-series-gpus-on-track-for-2h-2026/4092199
https://www.computerworld.com/article/4200596/amd-raises-the-ai-stakes-with-helios-venice-and-robotics.html
https://hashrateindex.com/blog/nvidia-vera-rubin-nvl72-specs-breakdown/
https://vrlatech.com/nvidia-vera-rubin-architecture-explained/
https://www.spheron.network/blog/nvidia-vera-rubin-nvl72-guide/
https://www.fierce-network.com/cloud/amds-helios-bets-ai-networking-open-ethernet
https://www.itpro.com/infrastructure/amd-advancing-ai-2026-helios-on-the-rise-with-launch-of-new-instinct-gpus
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